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NOT ALL BIAS IN ARTIFICIAL INTELLIGENCE (Al) IS
NECESSARILY HARMFUL — AND SOME IS EVEN NECESSARY.
UNDERSTANDING THE DIFFERENT MEANINGS OF “BIAS”
IS KEY TO SPOTTING WHEN AI SYSTEMS PRODUCE RESULTS
THAT ARE INACCURATE, UNFAIR, AND/OR UNLAWFUL.

rtificial intelligence (Al) sys-
tems not only contain, but
often depend on, “bias.”! This
might seem like a provoca-
tive statement to legal professionals,
who are particularly sensitive to the
risk of illegal discrimination in human
and Al decision-making. But, depend-
ing on the context, bias in an Al system
may also be a good thing, and even
essential to achieving a desired result.
Bias carries different meanings in
different contexts. According to the
Merriam-Webster dictionary, common
definitions of bias include (i) “an incli-
nation of temperament or outlook,”
(ii) “an instance of such prejudice,” (iii)
“bent, tendency,” and (iv) statistical
deviations and errors.? These defini-
tions reflect that the term bias can
be used to refer to a range of char-
acteristics from a mere tendency to
blatantly unfair outcomes, including
aspects that may be technical or sta-
tistical in nature. In the Al context, bias
can refer to statistical or technical bias
(i.e., mathematical error) in Al mod-
els themselves, discrepancies in the
data used to train such models, distor-
tions in human cognition, and factors
related to systemic unfairness.
Sometimes, reality, or the correct
prediction, may be different from sta-
tistical results, and the output of the

Al system is incorrect — such as with
large language models that “halluci-
nate” (i.e., generate fabricated or faulty
information). Sometimes, the out-
put may be unfair or illegal, because
it skews results against a vulnerable,
legally protected group, reflecting or
amplifying societal inequities. The risk
of problematic bias can begin even
before data are collected, by how a
problem is initially framed or what
objective an Al system is designed
to achieve. If the underlying goals or
proxies chosen by Al developers reflect
existing societal inequities, the result-
ing system may perpetuate them. But
bias can also simply refer to a system’s
tendency to produce a particular type
of output, such as the sense in which
a GPS system is biased to direct the
traveler to take a particular route, or a
technology-assisted review system is
biased to find responsive documents as
opposed to nonresponsive documents.

As Al becomes more integrated
into many aspects of the legal system,
attorneys and judges need to under-
stand and distinguish between the
different types of bias and learn how
to mitigate those that are harmful. To
that end, this article seeks to provide
clarity, helping lawyers and judges
to distinguish between proper and
useful bias, statistical bias as a quan-

titative matter, and genuine issues of
discriminatory bias, when evaluating
Al systems. This foundation is essen-
tial for facilitating communication
between technologists and legal pro-
fessionals, mitigating harmful bias, and
developing meaningful governance
approaches that promote both func-
tionality and fairness.

POSITIVE-TENDENCY BIAS

Al systems select outputs that are sta-
tistically likely to be correct based on
their training and the resulting models.
This “positive-tendency” bias, as we
call it, is a self-evident bias or tendency
toward a particular, intended outcome.
Much of the time, it is a productive pro-
cess, resulting in reasonably correct
and reasonably fair results.?

For example, autocorrect systems
recommend statistically likely out-
comes. Readers are likely very familiar
with both the potential helpfulness
as well as the imperfections of auto-
correct’s recommendations. As a gen-
eral proposition, recommendations
tend to be useful because they are
weighted toward common words and
standard spellings. Without these
weightings, autocorrect would treat
“teh” as equally valid as “the,” and
“definately” as equally correct to
“definitely.” While these systems occa- »
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sionally and frustratingly lead to errors
— sometimes, even embarrassing ones
— users accept and even rely on these
imperfect biases because they serve a
clear purpose: to improve productivity
and communication accuracy most of
the time.

Similarly, this type of positive-
tendency bias fuels common, current
uses of generative Al in legal practice,
including the results when practi-
tioners prompt a chatbot to generate
a contractual clause, a caselaw search
engine to retrieve caselaw on a parti-
cular topic, and a discovery tool to
review documents for responsiveness
to a request for production. In each of
these instances, a model, directed by a
prompt, will produce an output that it
generates based on weights that the
model calculates are most probably
correct. If these Al systems treated all
words for its output as equally likely,
they would spew out random words
instead of helpful contractual clauses,
unrelated cases instead of on-point
caselaw, and useless predictions about
document responsiveness instead of
reasonably correct ones. So, when
“bias” refers to a positive tendency
toward certain results and away from
others, such bias enables the Al system
to fulfill its intended purpose.* This is
the intended and desirable application
of bias.

STATISTICAL OR

MATHEMATICAL BIAS

Bias in Al systems can also refer to sta-
tistical or mathematical® differences
between an Al system’s model and its
outputs, compared to the real-world
data it analyzes or for which its out-
puts are used. These deviations can
occur during Al systems’ develop-
ment and training processes, including
data collection, processing, or mod-
eling. These biases are not inherently
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[Wlhen “bias” refers
to a positive tendency
toward certain results
and away from others,
such bias enables the

Al system to fulfill
its intended purpose.
This is the intended
and desirable
application of bias.

prejudicial but impact an Al system’s
performance, and can, at times, lead to
discriminatory outcomes.® While these
biases can occur in many ways, we
provide a brief overview of certain pro-
cesses known to commonly cause such
issues: (a) selection bias, (b) data-quality
or measurement bias, (c) labeling or
annotation bias, (d) overfitting and
underfitting, and (e) temporal drift.’
This list is not exhaustive, and different
disciplines may use varying terminol-
ogy to describe similar bias concepts.
Note that it is nearly impossible to
build an Al model without some degree
of statistical or mathematical bias,? but
Al developers should generally seek
to minimize the detrimental impact of
such biases, especially when they may
lead to discriminatory outcomes.

Selection Bias

Selection bias occurs when the train-
ing data used to develop an Al model
does not adequately represent the vari-
ety of use cases or data for which the
Al system is to be used.” For example,
an Al tool that is trained to predict lit-
igation outcomes based on cases from
certain jurisdictions may perform well
for those jurisdictions. But, if applied to
other jurisdictions, the same tool may
not perform well because its training
does not account for the other juris-
dictions’ different legal landscapes,
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such as caselaw precedent, procedural
rules, and judicial tendencies. The
mismatch between the data used for
training and the more diverse scenar-
ios when applied to a broad selection of
cases will undermine the tool’s validity
and reliability.

Data Quality or Measurement Bias

Raw data collected from the real world
is famously messy; it contains gaps,
inconsistencies, and errors. Because
Al systems are generally trained on
large amounts of data, however, such
inaccuracies tend to run in different
directions, effectively canceling each
other out. They are therefore generally
unlikely to create significant problems
in a system’s Al model unless they are
extreme or systematic. Data-quality
bias, or measurement bias, occurs when
significant amounts of training data are
skewed in a particular direction, caus-
ing that bias to be incorporated into
the Al system.l® For example, if his-
toric sensor data from manufacturing
machinery is used to predict future
maintenance needs but the sensors
used to train the system were not cor-
rectly calibrated, the AI model will
incorporate the skewed data and will
likely result in incorrect outputs.

Labeling or Annotation Bias

In supervised learning, human-ap-
plied labels, or annotations, provide
the ground truth for training and eval-
uating Al models. Labeling bias, also
known as annotation bias, arises when
inconsistencies or errors occur in the
labeling process, which may result
from the mistakes or subjectivities of
those humans applying the labels.!! For
example, attorneys conducting reviews
for discovery may tag documents as
responsive or nonresponsive based
on various incentives and inclinations.
When junior or contract attorneys
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are instructed to review batches of
documents that are almost entirely
nonresponsive, they consistently tend
to label some of the documents as
responsive because their inherent
biases make them feel that if they do
not find any responsive documents,
they are not doing their jobs properly,
and it is likely that at least some of the
documents must be responsive.'?

Overfitting and Underfitting
“Overfitting” and “underfitting” refer
to how well a model uses its train-
ing data to produce quality outputs. A
model with overfitting may learn the
training data too well, including its
noise and idiosyncrasies, instead of
focusing on more generalizable pat-
terns. In this case, the model works
well on the training data but will not
work well on other, dissimilar data
sets. Conversely, an underfit model
is too simplistic and fails to capture
important information and patterns
from the training data, leading to poor
performance on both training and
real-world data. In these cases, the
model may be biased toward training
data if overfit, or ineffective on train-
ing and real-world data if underfit (i.e.,
a poor positive-tendency bias).”* For
example, in a financial credit evalu-
ation system, an overfit system may
perform poorly for any credit appli-
cant who does not closely resemble
the subjects in the training data. An
underfit system might make overly
broad, inaccurate generalizations, per-
haps unfairly denying credit based on
crude categorizations.

Temporal Drift

“Temporal drift” refers to changes over
time that cause Al systems to become
less accurate or reliable because the
patterns the system learned from
past data may no longer apply in cur-
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When junior or contract
attorneys are instructed
to review batches of
documents that are
almost entirely
nonresponsive, they
consistently tend to label
some of the documents
as responsive because
their inherent biases
make them feel that
if they do not find any
responsive documents,
they are not doing their
jobs properly.

rent or future situations." This can
occur when the patterns of incoming
data shift while the underlying rela-
tionships do not (“data drift”), or the
underlying relationships between
different factors change over time
(“concept drift”).

Example 1 (Data drift): A store’s Al
model that predicts customer demand
based on historic purchasing patterns
may become less accurate if customer
demographics shift over time, such
as an aging population or changing
income levels. The underlying relation-
ship between customer characteristics
and buying behavior did not change,
but the model becomes inaccurate
because it was trained on data patterns
related to different customers.

Example 2 (Concept drift): The same
type of model may become less accu-
rate if customer shopping behaviors
change over time, such as increased
online shopping or changing prefer-
ences for which products customers
want to buy. When the underlying
relationships between past and present
patterns change, the model becomes
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inaccurate even when applied to data
about the same types of customers
as before.

BIAS AS A TECHNICAL TERM

IN DATA SCIENCE

In the context of data science, bias
has yet another meaning. Machine-
learning systems involve “weights”
and “biases.” Used technically, weights
are preferences for certain patterns
learned from training data. Those
weights can reflect preferences that
may advantage or disadvantage cer-
tain groups. In this context, bias is a
technical term that serves a different
mathematical function in the model
than weights. It is used to calibrate
the system; in effect, it determines
the thresholds to use to measure the
meaningfulness of the weights. So,
when lawyers and policymakers dis-
cuss a biased AI system, they are
referring to the undesirable effects of
the weights, and not this alternative,
technical meaning of bias.

DISCRIMINATORY BIAS

Legal frameworks to assess and pre-
vent discriminatory bias’®* among
humans have developed over decades
of civil rights litigation and regulatory
enforcement. Courts recognize two pri-
mary forms of legally impermissible or
discriminatory bias: “disparate treat-
ment,” in which decisions intentionally
disadvantage legally protected groups,
and “disparate impact,” in which facially
neutral practices create discriminatory
effects.!® These frameworks currently
address traditional forms of bias, in
which human prejudice or the perpetu-
ation of historical inequities are alleged
to produce unfair outcomes.

Al systems can be prone to discrim-
inatory bias, too, which can arise at
different points throughout the life-
cycle of their development, deploy- »
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ment, and use.”” This includes initial
problem formulation (such as defining
objectives), the selection and quality of
training data (which may contain his-
torical biases or lack representation,
leading to selection or data-quality
biases), choices made during feature
engineering (such as choosing proxies
that embed societal biases), the selec-
tion of algorithms, content within the
training data, how systems are eval-
uated (or not evaluated) for fairness
across subgroups, and how the sys-
tems are used and their outputs are
interpreted.!® Given the increasing role
of Al in decision-making processes,
the risk of Al systems containing and
causing discriminatory bias has set off
global alarms.

Existing anti-discrimination laws,
including employment regulations,
fair lending laws, and various state-
level requirements, already apply to Al
decision-making systems.!® Additional
legal regulations and frameworks are
also emerging to identify and address
unfair, discriminatory bias in Al
decision-making systems.?° But dis-
criminatory bias can contribute to and
result from discriminatory Al systems
in several ways. As we discuss next,
attorneys need to have clarity on the
different types of bias and their tech-
nical foundations, as well as how they
can interrelate to create discrimina-
tory outcomes.

KEY DISTINCTIONS AMONG
DIFFERENT TYPES OF BIAS

It is essential for legal profession-
als and AI developers to distinguish
among “positive-tendency bias,” which
refers to a tendency toward a specific,
intended outcome; “statistical bias,”
which refers to inaccuracies or inef-
ficiencies in the model or data; and
“discriminatory bias,” which involves
harmful or unfair treatment of pro-
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It is essential for
legal professionals
and Al developers to
distinguish among
mositive-tendency
bias,” which refers
to a tendency toward
a specific, intended
outcome; “statistical
bias,” which refers
to inaccuracies or
inefficiencies in the
model or data; and
“discriminatory bias,”
which involves harmful
or unfair treatment
of protected groups
(e.g., racial, gender, or
socioeconomic biases).

tected groups (e.g., racial, gender, or
socioeconomic biases).

While addressing statistical bias is
crucial for improving model perfor-
mance, it does not automatically resolve
issues of discriminatory bias. However,
the two are often related, as statistical
biases can be the technical mechanism
through which discriminatory out-
comes are produced or amplified. While
all discriminatory bias is necessarily
statistical bias, not all statistical bias is
necessarily discriminatory.

The distinction between positive-
tendency bias and discriminatory bias
can be demonstrated with two scenar-
ios involving weighted dice.

1. The Cheating Gambler. A gambler
secretly uses a die that is weighted
to land on six. It does not land on
six every time, but it does so often
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enough that the gambler is more
likely to win their game than other
players using ordinary dice.

2. The Classroom Challenge. A teach-
er announces a classroom challenge
in which the students, as a group,
will receive a higher grade based
on how often they roll sixes on a
die. They are permitted to use any
creative solution they devise to
maximize their performance. The
students work together to create
aweighted die (identical to the
gambler’s die) that increases the
probability of rolling sixes.

We may use the term bias in differ-
ent ways to describe these scenarios.
In both scenarios, the die was biased
to land on six. In the first scenario,
however, the bias in the weighted
die creates an unfair advantage for
one player, violating the other play-
ers’ assumption of random probability
for each player’s throw of a die. In an
Al system, similar discriminatory bias
can exist as hidden tendencies toward
results that create unfair advantages
for some groups over others, often
stemming from the statistical biases
discussed above.

In the second scenario, the die was
not biased against any particular per-
son or group. This weighted die served
a legitimate purpose that increased
the chances of the students getting a
“correct” answer of a six, which would
earn good grades for the entire class.
The classroom die might be identical to
the gambler’s weighted die but it does
not create an unfair outcome; indeed, it
was the intended goal of the effort. The
key distinction lies not in the fact that
a die or Al system has a preference but
in its purpose, transparency, and align-
ment with legitimate goals.

To prevent tendency bias from creat-
ing discriminatory bias, the real-world
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uses of Al systems can be as important
as how they are built. The weighted
classroom die served a legitimate pur-
pose when it was used as designed,
because it involved full transparency
between the teacher and students, and
alignment with agreed-upon goals. The
same die, secretly used in a gambling
game where others expect random-
ness, becomes problematic and unfair
based on lack of transparency and
alignment with its intended purpose.?!

TENDENCY BIAS, DISCRIMINATORY
BIAS, AND DE-BIASING
De-biasing strategies to improve fair-
ness generally fall into one of three
categories of techniques:*

1. Pre-processing: cleaning and ad-
justing the training data to remove
biases before the Al system learns
from it (e.g., balancing representa-
tion of different groups, adjusting
data weights, removing features that
may cause unfair discrimination);

2.In-processing: teaching the Al
system to consider fairness while it
learns, so that fair decision-making
becomes part of how the system is
trained to operate; or

3.Post-processing: adjusting the Al
system’s outputs or decisions to en-
sure fairer outcomes across different
groups in real-world applications.?

However, bias cannot simply be
removed from a working Al system,
given that tendency bias is essential
for the system to operate efficiently.
But tendency bias can also encode
and perpetuate problematic social
bias. The weights that make AI sys-
tems functional can, without careful
examination and intervention, become
vectors for historical discrimination.?*

This presents a complex challenge
for development and deployment of Al
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systems: how to preserve necessary
technical functioning while preventing
discriminatory effects. Because dis-
criminatory bias is a type of tendency
bias, it is also interrelated with other
tendency biases. Unwanted bias might
be mitigable, but trying to correct an
unwanted tendency of an Al system can
be like trying to solve a Rubik’s cube,
where focusing on solving one puzzle
face may disrupt patterns on the others.

Therefore, calls to de-bias Al sys-
tems should involve careful analysis of
the specific problematic bias at issue,
why it may exist, and both technical
and nontechnical options to mitigate
it. De-biasing of Al systems may take
place in several ways, such as updating
training data to be more represen-
tative of the groups on which the Al
system will be used, updating weights
inside the system, updating how the
Al system uses data or develops out-
put, education of users of the system
on how to interpret the data or output,
and more.

For example, among several appro-
aches that may be employed to counter
bias in Al systems, one involves apply-
ing model weight adjustments to
offset identified disparities. Where
an Al system consistently ranks one
demographic group lower than others,
developers may make a correspond-
ing adjustment to model weights
relating to characteristics of the disad-
vantaged group. While that adjustment
may address the specific concern, the
nature and amount of the correction
will reflect developers’ assumptions.
Those assumptions, in turn, may intro-
duce new biases or unintended system
interactions, potentially in ways that
“just hide the bias and don't actually
remove it."”?® Al systems’ interrelated
components can mean that efforts to
solve one bias problem may create or
exacerbate others.
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CONCLUSION
Understanding bias in AI systems
requires a common vocabulary. Bias
has many meanings, including positive-
tendency bias, the various forms of
statistical or mathematical bias (includ-
ing selection, data-quality, labeling,
overfitting/underfitting, and temporal
drift), and harmful discriminatory bias.
Discriminatory bias emerges from
systems built on statistical biases.
As Al systems increasingly influence
critical decisions, lawyers and judges
must bridge technical and ethical con-
siderations to effectively address
the problems of discriminatory bias.
When addressing topics of Al gover-
nance, procurement, due diligence, and
litigation, understanding the different
meanings of the term bias and how they
interrelate is essential in developing
effective legal and policy frameworks.
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